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Introduction 
This guide is about learning more advanced concepts of databases and their design; understanding 
report structure; working with the SDS Report Designer application to write a complex report; using 
querying, filtering and sorting tools; and finishing with a fully worked example. 

Outcomes 
By completing the exercises in this guide you should be able to understand how different types of 
report can be constructed; how to use the more advanced features of the report designer; and how to 
edit simple queries in the report designer. 

Databases 
A database is a collection of information (‘data’).  The information can be stored in a variety of ways.  
Examples of databases include Excel workbooks, Access databases, or a diary.  However, most people 
will be referring to a specific type of database, called a relational database, when talking about 
databases.  A relational database stores its information in a very particular way, compared with a ‘flat’ 
database.   
 
An Excel workbook is a good example of a flat database.  Each row represents (usually) a line of 
information, with the columns acting as the headings.  Common information will be duplicated across 
multiple rows where necessary.  For example, in a list of properties in the same street, the address 
information would be repeated for each property. 
 
There are significant drawbacks to using a flat database, such as Excel, to store information, where the 
information will need to be updated on a regular basis.  Where common information is repeated 
across multiple rows, each of those rows must be updated consistently to reflect the new information.  
The risk of making a mistake in the data entry increases with each row.  The user may also change the 
‘data type’ (i.e. enter text into a column that should be numerical), which may inadvertently lead to 
the wrong results when calculating summaries. 

Relational design 
Relational databases are made up of tables of information.  In Sequel, these would represent projects, 
cashflows, etc.  In each table we would only store information that was relevant to that table.  We 
would not place information about a contractor in the cashflows table, nor would we put workflow 
information in the properties table.  In this way we seek to eliminate ‘data redundancy’, that is, 
ensuring that information is only stored once, rather than multiple times.   
 
This process of sorting information into tables, and removing redundant information, is called 
normalisation.  Normalising a database introduces a new problem: there is no longer any link between 
the tables, such that we do not know what cashflow belongs to which project.  We overcome this 
problem by creating a relationship between tables, hence ‘relational’ database.  We add a field to 
each of the tables to identify each record uniquely; this is known as the primary key, or more simply, 
the unique ID column.  In each related table there will be another field to receive this primary key, 
called the foreign key.   
 
In Sequel, this means the tables for projects and cashflows would look as follows: 
 
Projects table ProjectCashflows table 
pID Primary Key pcfID Primary Key 
pProjectName  pcfProjectID Foreign Key to Projects 
pStart  pcfCashflowName  
pFinish  pcfSchemeCode  
pActive  pcfInterestRate  
Etc…  Etc…  
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The relationship is created between the Projects.pID field and the ProjectCashflows.pcfProjectID 
field.  This tells the database that each project may contain more than one cashflow. 
 
Before we move on, please take a moment to read the conventions we use in the Sequel database to 
identify fields and so on. 

1) All table names are always plural, e.g. Projects.  This is because they will always contain 
more than one row of data. 

2) All field names start with an acronym of the table name in lower case.  For example, the 
fields in the Projects table start with a “p”, e.g. pProjectName, while the ProjectCashflows 
table fields start with “pcf”, e.g. pcfCashflowName. 

3) Any primary keys will always be the acronym plus the word “ID”, e.g. pID, pcfID, etc. 
4) Any foreign keys will always be the acronym, plus a word to describe the table it links 

from, plus the “ID”, e.g. pcfProjectID. 

Types of join 
Usually, when we join two tables together, we want matching rows from both tables.  So, for example, 
if we join the project and cashflow tables together in this way, we will get all projects that have 
cashflows.  This type of join is called an “inner join” and is the default behaviour of the report 
designer’s data selection page. 
 
However, there may be times when you want a list of all projects, regardless of whether they have 
cashflows or not; for example, if you were running an exception report of which projects didn’t have 
cashflows.  In this instance, a different type of join is needed, called a “left outer join”.  This type of 
join will take all rows from one table (the left hand one) and match those from the other table (the 
right hand one) where it can.  Where there is no match (i.e. there is no cashflow) then a blank (“null”) 
row is returned. 
 
Imagine you have five projects in your database.  Three of those projects each have a cashflow, whilst 
the other two do not.  If you were to ask for all projects and cashflows based on an inner join you 
would get three rows back; however, if you were to do it on a left outer join, you would get five rows 
back.  It would look something like this: 
 
Projects table ProjectCashflows table 
pProjectName pcfCashflowName pcfSchemeCode 
Project A Cashflow A DV123 
Project B null null 
Project C Cashflow B DV456 
Project D null null 
Project E Cashflow C DV789 
 
There is a further variation of this called the “right outer join” which works in a similar way to the 
left outer join, except that it returns all rows from the table on the right first.  In the example above, 
this would have the same effect as an inner join, i.e. only the three rows from the cashflows table 
would be output.  The right outer join is rarely used and we won’t be covering it further. 

SDS Report Designer 
The application is launched from an icon on the desktop.   

Databases 
SDS Sequel normally uses two databases called, ‘SDSSequelWorking’, and, ‘SDSSequelTraining’.  At 
the time of installation these databases are identical; however, they will naturally vary as information 
is added to the live database (SDSSequelWorking).  The training database is provided so that users 
may practice and learn how to use the application without losing important information! 
 
The databases are stored on a computer server attached to your work network.  The databases are 
stored using an application called Microsoft SQL Server. 
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Creating a new report 
When the application opens, it will start with a new, blank report so you can start work immediately.   
To create a new report whilst working on an existing report, click on the “New” button. 

Opening an existing report 
To load an existing report, click on the “Open” button, which will open a new screen.  You may choose 
to load a report file from disk, or directly from the database server.  The second option will be the 
most commonly used and, also, what we’ll be using. 
 

 
 
Click the “SQL Database” tab to show the available databases.  Click the “+” symbol next to the 
“sdssequelWorking” database. Select the report you want to load and click the “Open” button to finish. 
 

 

Saving a report  
Click the “Save” button which will open a screen similar to that for the Open Report option.   
Click the “SQL Database” tab to show the available databases.   
To save as a new report, click once on the database name (e.g. “sdssequelWorking”) and then provide 
a file name for the report at the bottom of the screen.  Then click the “Create new” button. 
 

 
 
Alternatively, select an existing report to overwrite and then click the “Overwrite” button. 

Format of the report file  
The report is split into two key components: the report design, and the report data query.  Without 
both of these, there is no report!  Both of these components are saved within the report file itself, 
whether it is saved to disk, or to the database. 
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If you save a report to disk, it will have a file extension of “.repx”.  These files can be directly imported 
into SDS Sequel using the Global Properties/Reports section.  They can also be emailed and copied in 
the same way as any other file. 
 
If you save to the database server, you will not need to separately import the report into Sequel, as 
both programs share the same database. 

Starting a new report  
Create a new report following the procedure above.   

Selecting some data  
The Data Selection tab in the Report Designer allows you to pick and choose any field from the 
database to use in your report.  It takes care of all the relationships between the tables, representing 
them in the form of a treeview through which you can navigate to all related tables. 
 
The Projects table is the default starting point in the Report Designer; this starting point is called the 
‘Base Table’ in the application: 

 
 
Once the Base Table has been selected from the drop down list, the columns in that table will appear 
in the treeview below. 
 

The first item in the list is the name of the table, which is represented by a table icon: .  Underneath 
and indented to the right are all the fields available to select.  Each of these has an icon signifying the 
type of information it contains, for example, text, numbers, dates, Boolean (true/false), etc. 
 
To select the Project Name, you need to click the mouse in the checkbox next to the Project Name field 
(pProjectName): 
 

 
 
You will also notice that two of the fields have “+” signs next to them.  This indicates that these are 
primary keys, or foreign keys.  This means you can expand them to see what tables are linked to that 
table.  Expanding the primary key (e.g. “pID”) field will display tables that are dependent on that 
table, whilst expanding the foreign key (e.g. “pOwnerID”) will display the parent table that this table 
depends on. 

These ID fields will also always have a key shaped icon:  
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If you click the “+” symbol, the treeview will expand to show the tables that are linked to it: 
 

 
 
 
As the ID field is expanded, you can see the tables that are linked to the Projects table directly.  One of 
these is the ProjectCashflows table.  Expanding this table displays the ProjectCashflows fields from 
which you can select the cashflow name (pcfCashflowName): 
 

 
 
 
 
Hint: To quickly select all pertinent fields in a table, tick the table checkbox.  This will select all fields, 
ignoring any ID fields. 
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Filtering 
Once you have selected the fields that you are interested in, they will appear to the right hand side of 
the screen in the Filter Criteria tab: 
 

 
 
To the right of each field name are a number of columns: Min, Max, Include, Exclude and Sort.  We 
can use these columns to filter the data that has been returned by selecting the fields in the first place. 
 
At the top middle of the display is a line of text that tells you how many rows of data are going to be 
returned.  Currently it will return all the projects and all their cashflows, which totals 165 rows. 
 
Filtering is useful when we want to constrain the dataset by a given condition.  For example, we could 
choose to only return those Projects starting in the current month: 
 

 
The row count display changes to indicate that there are only eleven rows that now meet this criterion. 

Sorting 
The Sort column allows you to place a predefined order on the information.  You can sort by any field, 
either ascending (a-z, 0-9), or descending (z-a, 9-0). 

Data Preview 
You can check how your filtering and sorting operations have modified the information by clicking on 
the “Data Preview” tab.  This tab presents the data in a grid in which you may sort, rearrange the 
columns and group by fields. 
 
This allows you to quickly interrogate the data to find out whether your filter options are appropriate.  
A powerful feature of the grid is the ability to group columns together to make it quicker to find 
information. 
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To group by a field, click and hold the column heading and then drag it to the area at the top of the 
grid, called, “Drag a column header here to group by that column”. 
 
In the following example, the dataset is grouped first by Project Name, then by Cashflow Name: 
 

 
 
To ungroup the data, simply drag the column headers back onto the grid. 

Changing the join type 
In the above examples, we used the default inner join type to return information.  To change this to a 
left outer join click on the “Filter Criteria” tab to get your list of fields back.  In the treeview, right click 
on the “pID” primary key field.  You will see a context menu appear with the three join types. Select 
the “Left Outer Join” menu option and the dataset will reload. 
 
Move back to the “Data Preview” tab and carry out the same grouping exercise you did a moment ago.  
This time, however, group first by cashflow name.  The very first item will be the projects without any 
cashflows. 
 
Unless it is specifically referred to, for the rest of this guide, please continue to use the standard inner 
join type. 

Data Types 
All of the data in a database has a specific type.  This helps the database management system 
understand how it should be validated and raise warnings if something goes wrong.   These types are 
used in application programming and in database programming, although they are sometimes 
referred to by different names.  The following table illustrates some of the different data types and 
what they are called in application programming (C#) and database programming (SQL): 
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SQL Server C# Description 
 
bit 
int 

 
bool 
int 

Exact numerics 
True/False  
Whole integer numbers 
 

 
float 

 
double 

Approximate numerics 
Large numbers with fractions 
 

 
datetime 

 
datetime 

Date and time 
Represents a date and time 
 

 
nvarchar  
 

  
string 

Unicode character strings 
A variable length alphanumeric sequence. 

 
uniqueidentifier 
 
sqlvariant 

 
GUID 
 
object 

Other data types 
A special unique ID that is used to identify 
primary keys in Sequel. 
A generic type that can hold any kind of 
data. 

 
Some of these types are compatible with each other, whilst others will cause errors if you try convert 
between them.  For example, a datetime variable can always successfully be converted to a string, but 
a string cannot always be converted to a datetime (unless it is already in a datetime format).   

Views 
There are times when you want to be able to save and re-use a particular query, especially if it is 
complicated.  This is possible through the use of a “view”.  A view in a database is simply a saved 
version of the fields you want in your dataset.  They appear in a similar way to tables, except that you 
cannot edit the information in them; they are like a search result, they will update automatically as 
data in the underlying tables changes, but they do not store information as such themselves. 
 
There are some standard views supplied with the Sequel database.  These appear in the base table list, 
but are all prefixed with “vw”, such as vwAllProjectAttributes, vwCorePivot24Months, etc. 
 
Once you have selected your fields, then we can move to the SQL Editor to save our selection as a 
view.  SQL is short for Structured Query Language, and is the language the database uses.  Whilst you 
do not need to know SQL in order to use the application, it can be helpful to become aware of the basic 
principles so that you can make more specific changes to your view.  At the end of this guide is a range 
of SQL commands and examples that you can use. 
 
To create a view, carry out the following steps: 

1) Make sure you are logged on as “SDS Sequel” in the login name field, not “SDS Query” which 
is the default.  If it is not in the list, just type it in.  Only the SDS Sequel user has permission to 
create views in the database. 

 
2) Select some fields from the Data Selection tab.  In this example, I have used the following 

fields: 
a. Projects.pProjectName 
b. Projects.pID.ProjectCashflows.pcfCashflowName 
c. Projects.pID.ProjectCashflows.pcfSchemeCode 
d. Projects.pID.ProjectCashflows.pcfID.ProjectCostCodes.pccAccountCodeID.  

AccountCodes.acAccCode 
e. Projects.pID.ProjectCashflows.pcfID.ProjectCostCodes.pccAccountCodeID.  

AccountCodes.acAccCodeDesc 
3) Ensure that you have some rows returned by the query.  If not, then check you have selected 

the fields correctly. 
4) Select the SQL Editor tab. 
5) On the left hand side will be a treeview that will let you explore the database.  The final item is 

called “Current Selection” and refers to the fields you just selected in the Data Selection tab.  
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Double click the “Create View” sub option. 

 
6) This will generate a script in the SQL language that describes the fields you’ve selected, in a 

way the database can understand. 

 
7) You must edit line 1 in the SQL Workpad to name your view.  Alter the line so that it reads: 

Create view [sds sequel].vwMyFirstView as 
8) Press <Ctrl>+<e> to execute the script and save your view.  Alternatively, click the green play 

icon on the toolbar.  
9) A results window will appear at the bottom of the screen indicating that your view has saved 

correctly. 

 
 
Take a moment to read through what the SQL Editor has created here.   

• Line 1 informs the database that you want to create a view.  If you were to leave this line 
out, or comment it out by prefixing the line with a double hyphen (--), then only the 
results of your query would be returned.  This is not part of the query itself. 

• The schema name in line 1 is always [sds sequel]. 
• The first line in any query (line 2 in the screenshot above) selects the fields you want to 

use. 
• The middle section tells the database which tables that information comes from.  Notice 

the use of inner joins, which is the default behaviour by the Data Selection tab. 
• The end of the query is where any filters would be added, although there are not any in 

this example. 
 
If you return to the Data Selection tab, you will find your new view in the drop down list under the 
base table: 
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Exercise 1  - Selecting data  
Use a base table of “Projects” 
 
1. Select the following fields: 

• Projects.pProjectName 
• Projects.pID.ProjectOrganisations.potOrgCatLinkID.OrgCatLinks.oclOrgID.Organisations.  

oOrgName 
• Projects.pID.ProjectOrganisations.potOrgCatLinkID.OrgCatLinks.oclOrgID.Organisations.  

oValueLimitPerScheme 
• Projects.pID.ProjectOrganisations.potOrgCatLinkID.OrgCatLinks.oclOrgID.Organisations.  

oCISExpiryDate 
• Projects.pID.ProjectOrganisations.potOrgCatLinkID.OrgCatLinks.oclCatID.  

OrganisationCategories.ocCategory 
• Projects.pID.ProjectOrganisations.potOrgCatLinkID.OrgCatLinks.oclOrgID.Organisations.  

oID.Orders.orDate 
• Projects.pID.ProjectOrganisations.potOrgCatLinkID.OrgCatLinks.oclOrgID.Organisations.  

oID.Orders.orRef 
• Projects.pID.ProjectOrganisations.potOrgCatLinkID.OrgCatLinks.oclOrgID.Organisations.  

oID.Orders.orScope 
• Projects.pID.ProjectOrganisations.potOrgCatLinkID.OrgCatLinks.oclOrgID.Organisations.  

oID.Orders.orValue 
 

 
This example lists all projects that have organisations (such as contractors/consultants), the category 
assigned to them and the details of any orders placed with them. 
 
By default, this example will only return those projects that have organisations and an order; it will 
exclude any project/organisation combination that does not have an order.  This is a result of the 
inner join. 
 
To include all project/organisation combinations, we must use a left outer join on the orders table.  
Click on the Orders node in the treeview to select it, then right click on it and choose “Left outer join” 
from the context menu: 

 
 
This will return all project/organisation combinations regardless of whether they have an order 
placed.   
 
2. Create a view of this selection and save it to the database with the name: 
vwProjectsAndOrganisations 
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Exercise 2  - Joining views to tables 
 
Select the view you created in exercise 1 as your base table in the data selection tab. 
 
Select all the fields in the table and check you get the same results back as you did in exercise 1. 
 
This view is useful as it saves a lot of work selecting fields manually.  However, it doesn’t help if you 
want to include other information from other tables or views.  The reason for this is that this view 
doesn’t have any primary/foreign keys that the report designer can use to work out the links. 
 
We need to add the primary keys in our view and then the links will appear. 
 

1) Go to the SQL Editor.  If you use the “Create view” option under the current selection, as you 
did previously, then you will notice you won’t get your original view back.  Instead you’ll get a 
simple select statement referencing your view. 

 
2) To edit your view, you’ll need to find it under the Views node in the treeview. 

 
3) Right click on it, and choose the “Edit Item” from the context menu, or press <F2>. 

 
4) Now in the SQL Workpad you’ll see the view as it was originally.  Notice, however, that as we 

selected the “Edit Item”, the first line has changed to “Alter view”, instead of “Create view”.  
This means that when you execute this view it will overwrite the existing view with any 
modifications you have made. 

5) Add the following text to the view: “t0.pID, ” as follows: 

 
6) Execute the query to save it. 

 
If you now go back to the Data Selection tab and refresh your view you will see the additional field 
added.  You will also be able to expand that field to access the rest of the database. 
 
So, when creating views, always consider including a key ID field.  You don’t need to use them in your 
report design, but you will need them so that your view can be linked to other tables and views in the 
database. 
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Exercise 3 – More data selection 
 
Use a base table of “Projects” and join other tables/views as necessary. 
 

1) Select the following fields from the Projects table: 
• pID 
• pProjectName 

 
2) Select the following fields from the ProjectCashflows table: 

• pcfID 
• pcfCashflowName 
• pcfSchemeCode 

 
3) Select the following fields from the vwCorePivot12Months view: 

• Before 
• M1 
• M2 
• M3 
• M4 
• M5 
• M6 
• M7 
• M8 
• M9 
• M10 
• M11 
• M12 
• After 

 
4) Select the following fields from the AccountCodes table: 

• acCategoryID 
• acAccCode 
• acAccCodeDesc 
• acCashItem 

 
5) Save the selection as a view called, “vwOneYearCashflow”. 

 
This data source will be used in the next part of the guide, “Report Design”. 
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Report Design 
 
After selecting the data for your report, the next stage is to layout the information on screen.   
 

 
 
The screen is split into several parts: The main menu and formatting toolbars at the top of the screen; 
the list of controls that can be added to a report on the left; the structure of your report and the field 
list at the top right; and the property grid on the bottom right.  In the centre of the screen is the design 
surface on which you’ll create your report. 
 

Report bands 
Bands are the basic building blocks of your report.  Each report can have several bands; these are the 
horizontal sections that contain the controls that will appear in your report.  The bands available are: 

• Top Margin 
• Report Header 
• Page Header 
• Group Header 
• Detail 
• Group Footer 
• Page Footer 
• Report Footer 
• Bottom Margin 
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Most of these will only appear once on the report, or once each page, but the exception to this is the 
Group band and the Detail band. 
 
The Detail band will be printed once for each row of data in your report.  This band is where you will 
place the main fields that you want to report on.  
 
The Group bands are used to create a hierarchy in your report.  For example, if we wanted to report on 
all the Projects and their Cashflows, then we would have the Project name duplicated each time there 
was more than one Cashflow in that Project.  By creating a group field for Project name, it will only be 
printed once and the detail band will then print the Cashflow names. 
 

Adding fields to the design 
When you create a new report, a template is created for you with some basic report items set up.  
These are the report title (which automatically changes to match the name of the report), the 
date/time and user who ran the report, page header, an empty Group Header, and an empty Detail 
band.  Each header band has a corresponding footer band. The page setup is A4 landscape. 
 
To begin designing the report, we first need to drag across the fields and place them on the report: 
 

 
 
 This process of dragging and dropping automatically creates a label and binds the text property of the 
label to the database field.  A yellow database icon appears in the right hand side of the label to 
indicate that it has been bound to the database.  The field name appears in square brackets. 
 
Clicking once on the label with the left mouse button highlights it, at which point you can move and 
resize the label by clicking and dragging the square anchor points on the border.   There is also a small 
arrow icon on the top right of the border: 
 

 
 
This is called a “smart tag” menu – clicking it will open a context menu with the most commonly used 
tools that you might need: 
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From this menu you can change the font, colours, text and data binding by choosing the appropriate 
menu option.  There are also two helpful options called “Can Grow” and “Can Shrink”.  These refer to 
whether the label will grow/shrink to accommodate the size of the data it must display.  However, it 
will only do this vertically; it will not change size horizontally.  If you are designing a grid style report 
where a consistent layout is important, it makes sense to turn off the “Can Grow” option. 

Designing a layout 
When you need to design a report, it usually quickest to first design the column headers that will 
appear in your report.  Then you can align everything else to this template.  Header columns can be 
placed anywhere in the report, but the page header is usually the best choice, as it ensures they will be 
visible on every page.  The other alternatives are the report header or the group headers, however 
these will only appear once on the report, or possibly multiple times on a single page, respectively. 
 
As there a number of columns in this report, it is likely the page will need to be wider than A4. Change 
the report’s “Paper Kind” to Custom and set an initial “Page Width” of, say, 10,000: 

 
 
Then delete the GroupHeader1, GroupFooter1 and ReportFooter bands from your report.  This should 
leave you with a ReportHeader, PageHeader, Detail and PageFooter bands. 
 
Drag one of your fields onto the PageHeader.  Notice that it isn’t bound by default to the field, but is 
behaving like a column header: 



A d v a n c e d 	   	   G u i d e 	  
	  

16	  |	  P a g e 	   	   	   S D S 	   R e p o r t 	   D e s i g n e r 	   	   	   	  
	  

 
 
The text in the label is derived from the field name.  The first letter(s) of the acronym are removed and 
the word is spaced for each new capital letter.  Hence, pProjectName becomes “Project Name”; 
pcfCashflowName becomes “Cashflow Name”, and so on.  If you want to change this default name 
(perhaps simply to “Project”), then edit the text of the label, either by double clicking the label; using 
the smart tag menu; or by using the Property Grid. 
 
Change the formatting of your header label by setting the following values in the Property Grid: 
 Border Colour  = Silver 
 Border Size  = 1 
 Borders   = Top, Right, Bottom 
 Can Grow  = No 
 Corner Radius  = 1 
 End Alpha  = 255 
 End Colour  = Moccasin 
 Start Alpha  = 255 
 Start Colour  = Moccasin 
 Text Alignment  = Middle Left 

 
 
Copy and paste this label for each of the columns in your report.  Edit the name to suit each column.  
Make sure there is no white space above the label.  However, don’t worry about any gaps horizontally 
between the labels.  Once you have added all the labels, then you can quickly remove any gaps by 
highlighting all the labels and then clicking the “Remove horizontal spacing” button on the toolbar: 

 
 
Your report should look similar to the one below: 

 
 
Now drag all the fields into the Detail Band, positioning them roughly under each corresponding 
header label: 
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Now, select a bound field in the Detail band, then hold down the <Shift> key and select its 
corresponding header label so that they are both selected.  The header label should have black boxes 
on its border: 

 
 

To align these labels, first click the “Same Width” button: followed by the “Align Left” button: 

, and then repeat this process for each pair of labels until they are all aligned and the same 
width. 
 
Note: Always plan your report before beginning to design it.  By using the above process you can align 
any footers and summaries you may want to include as well.  Make sure you add all bands and labels 
first and then do the alignment once at the end. 
 
Finally, set the following properties on the labels in your Detail band: 
 Border Colour  = Silver 
 Border Size  = 1 
 Borders   = Right, Bottom 
 Can Grow  = No 
 Corner Radius  = 1 
 End Alpha  = 255 
 End Colour  = Transparent 
 Start Alpha  = 255 
 Start Colour  = Transparent 
 Text Alignment  = Middle Left 
 

Previewing 
To preview your report you can click the “Preview” button on the toolbar at the top of the screen: 
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The preview screen shows what our report will look like when we print it, or export it: 
 

 
 
At first glance, it doesn’t look too bad, but it is not alphabetical. 

Grouping fields and sort fields 
In order to make our report easier to read, we can sort the information using “Group/Sort Fields”.   
 
To let the report designer know that we want to sort by Project name, use the “Group and Sort” section 
at the bottom of the designer. 
 
Click the “Add a Sort” button and choose pProjectName, then click it again and choose 
pcfCashflowName: 

 
 
 
Lastly, it would be nice if the account codes were listed in alphabetical order with the income codes at 
the top followed by the expenditure codes.   
 
Try this alternative method to add a group/sort field.  Click the smart tag on the Detail band to open 
the shortcut menu: 
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Tick the “Keep Together” option as this prevents the band being split over page breaks.  Click the 
ellipsis button for the Sort Fields.  In the collection editor, add two sort fields.  Set the first field to 
acCategoryID and the second to acAccCodeDesc. 
 
The acCategoryID field is important because it is the means of knowing whether an account code is 
income or expenditure.  A value of 1 indicates income, while a value of 2 indicates expenditure. 
 
Hence, if we first sort by this value in ascending order, then all the income codes will be first, followed 
by the expenditure codes.  The second sort field uses the account codes description to subsequently 
sort the account codes alphabetically. 

Conditional formatting 
Occasionally, you may want to highlight areas of your report where values exceed set limits, or are in 
some way different.  To do this you can apply formatting rules to the parts of the report that you want 
to illustrate. 
 
For example, try highlighting account codes that are non-cash in a different colour, so that it is 
obvious which ones are cash codes.  First decide what part will be be highlighted.  In this example, the 
label containing the account code description will be changed. 
 
Select the account code description label (the one in the Detail band, not the header) and choose the 
Formatting Rules dialog from within the smart tag menu: 

           
 
Click the “Edit Rule Sheet…” button to bring up the rules editor.  You will need to create a rule for 
when the code is a cash item and for when the code is a non-cash item.  In this example, the font 
colour will be set to red if it is non-cash, and remain as black if it is a cash item: 

    
 
You will also need to set the condition for which these rules will be applied.  In this example, when 
acCashItem = 1, then the colour will be black; when acCashItem = 2, then the colour will be red. 
 
In the Formatting Rule Sheet Editor window above, click the ellipsis button on the “Condition” 
property to open the editor: 
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Select the acCashItem from the Fields section, then the Equals operator and finally the value.  Repeat 
this process for each rule.  Note that in the Condition Editor the equals operator is displayed as “==” 
and not a single “=”. 
 
The final step is to apply these rules to the control.  Close the Formatting Rule Sheet Editor to return 
to the Formatting Rules Editor.  Then copy both the rules into the right hand window: 

 
Close the Formatting Rules Editor and preview your report to see the results: 

 
 

Parameters 
Parameters can be used as a user-friendly way of filtering a report.  They can be combined with the 
report filter to hide/show parts of the report. 
 
To start with, we’ll create a simple parameter to filter on the acCashItem field.  In the Field List at the 
top right of the report, right click on the “Parameters” node and choose “Add Parameter” from the 
context menu: 
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A new parameter will appear in the list.  In the Property Grid for the parameter set the following 
values: 
 (Name)   = pmCashFilter 
 Description  = <a description the end user will see> 
 Parameter Type  = Int32 
 Value   = 1 
 Visible   = Yes 
 

 
 
Next we need to link this to the data filter for the report.  In the property grid for the report click the 
ellipsis button for the “Filter String” property: 

 
 
This will open the filter editor.  Add a condition for “acCashItem” to be equal to your new parameter: 

 
 
Preview your report to see the results. 

Calculated Fields 
Calculated fields are an easy way of customising an existing field.  For example, if you wanted to 
combine two fields together, such as forename and surname, or to apply some kind of formula, such as 
calculating a percentage of acquisition and works, and comparing this to the fees. 
 
We’ll use a calculated field to replace the contents of the acCashItem field.  In the database, these 
values are stored as 1 for cash and 2 for non-cash, but this isn’t very helpful to an end user!   
 
Right click the mouse on the Field List and choose the “Add Calculated Field” option from the context 
menu that appears.  In the Property Grid for the calculated field, set the following options: 
 (Name)   = cfCashText 
 Expression  = iif([acCashItem]==1,’Cash’,’Non-Cash’) 
 Field Type  = String 
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The expression property can be set using the Condition Editor you used previously, just click on the 
ellipsis button to open it. 
 
Finally, bind your label to the new calculated field, or just drag the field onto the label in the Detail 
band. 
 
Preview your report to see the changes: 

 
 

Export options 
Once your report is complete, you will naturally want to save it so that others can see it.  There are 
several formats you can save to.  To export your report, preview it and then click on the Export button 
on the toolbar: 
 

 
 
The envelope button on the toolbar next to this generates the report as an attachment for an email.   
 
The most common formats used are PDF, Excel and Rich Text Format.  Rich Text Format (RTF) is a 
Microsoft format used to preserve formatting in word-processed documents; therefore, this is what 
you would use to export to Word. 
 
You may also want to save in HTML format (web page) so that a report can be used on the local 
intranet. 
 
Once you select one of the options, a save file dialog will appear, prompting you for the filename and 
location to save your report to.  Once you click “Save” a progress bar across the bottom of the report 
will indicate the progress of the export. 
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Watermarks 
Now that we have completed our report, we can turn off the “Draft” watermark that was turned on 
automatically when we first created our report. 
 
Click the top left of the report design surface and the icon will change to a smart tag menu: 
 

 
 
Click the ellipsis (…) button on the Watermark option at the bottom of the screen. This will display the 
watermark dialog: 
 

 
 
Either delete the text in the first field (“DRAFT”) or choose something more appropriate.  You can also 
set the direction, colour, and transparency of the watermark.  The page range indicates which pages 
the watermark should apply to and the position specifies whether the watermark should appear in 
front of, or behind, the report text. 
 
You may also choose a picture for the background of the report.  Choose the “Picture Watermark” tab 
and click the “Load image” button.  You have the same options as for the watermark text. 
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